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ABSTRACT

In this paper we describe a Kerberos and Public Private key
enabled security system. The system is tailored to be used
with pervasive, widely available, and mobile sensor devices
such as cell phones. Third-party applications can access the
data using a simplistic access control schema. The system
has build-in support for single-sign on and easy application
front-end integration.
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As we use the mobile devices for an increasing range of
activities we also increase the risk of exposing sensitive
information in our daily activity patterns. This information
may eventually be used against us in criminal cases, be
exploited by commercial interests, or used to pre-screen
employees and customers. We further increase the risk of
misuse when we transfer the information to third-party
applications for analysis, storage, or collaborative purposes.
How we handle the challenge of protecting user
information without limiting the usefulness and ease-of-use
of otherwise useful applications is a critical step in the
adoption of pervasive applications.

performance evaluation (efficiency and effectiveness), legaltyis paper focuses on mitigating the risk that is associated

aspects.
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1. INTRODUCTION

There has been an increasing trend to delegate more
responsibility to the mobile devices we use. Due to the
development of faster and cheaper devices and networks
we are no longer limited to activities such as point-to-point
communication. Today one can readily gather and share
real-time information with remote users. The cost has
become negligible and the benefits are manifold.
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with knowledge transactions - without writing off the
benefits.

This research is founded on the experiences and feedback
of an active team of developers’ and system designers' work
on mobile applications. The ongoing work at the Center for
Embedded Network Sensing (CENS) at University of
California Los Angeles (UCLA) has been a key component
in the design of the security system. In particular, a
collaboration with Nokia Research and CENS has given
rise to several mobile applications and public campaigns.
The research spans a wide range of applications, including
such diverse activities as diet monitoring, urban planning,
and environmental monitoring, all of which have been
piloted. From the experience with data collecting and data
processing there has been a continuous effort to deal with
privacy, including manual and automatic algorithms to
ensure user protection. The part of the research that
involves human subjects has been under surveillance by the
UCLA Institutional Review Boards (IRB). The board seeks
to protect human subjects by enforcing an ethical and legal
codexes for human subject research. Their oversight has
kept our work aligned with the legal aspects of human
studies as specified by the federal U.S. Human Subject
Research Policies [31].

We have experienced scalability issues in protecting
increasing numbers of users and expanding amounts of
data. The experimental platform suggested in this paper is a
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step towards handling an increasing number of mobile
users in a secure and efficient manner. However, the system
does not claim completeness or include explicit efforts to
anonymize data (disclosure control). This is a system
approach that can be used to establish basic security
guarantees such as safe electronic storage and mutual trust.
By doing so the system allows identification and protection
of individual users and allows third-party applications to
connect and request permission for viewing stored
information.

The rest of this paper proceeds as follows: Section 2
describes field specific terminology that its use in this
paper. Section 3 describes related work. Section 4 describes
usage scenarios, which were used in designing the security
system. Section 5 describes design principles and
assumptions that were made to increase the usability of the
final system. Section 6 describes the system architecture.
Section 7 analyzes the security risks. Section 8 provides a
performance evaluation of key components in the system.
Section 9 contains suggestions for future work, and section
10 concludes.

2. RELATED WORK

The availability of end-to-end security solutions for mobile
services are still limited. Though research has been done in
the area for several years, proprietary and customized
solutions still seem to be the de-facto standard.

Significant effort has been made to build and deploy e-
commerce frameworks for mobile usage. [7, 34]
emphasizesthe analytic approach to mobile e-commerce,
also referred to as m-commerce. Typical usage scenarios
are resource tracking (e.g. in-field employee tracking),
electronic transactions, inventory tracking, and resource
management. Typically, these systems do not deal with the
privacy concerns related to personal data harvesting as data
is considered property of the company. In this context
security is usually concerned with protecting business
secrets and providing customers privacy.

Applications that are dependent on data sharing between
contributers demand special attention. These systems may
require the user to surrender private data to be able to
contribute and make use of the service. [10] suggests a k-
anonymity based system for automatic protection of
sensitive location information. The authors claim to support
adjustable privacy constrains and high degree of protection.
Yet, these systems often fall short of their promises if a)
few users deliver data or b) users repeatedly travel the same
route. If the data density is not high enough, or if certain
patterns are repeated over and over, it is possible to
statistically derive the original data. Techniques such as
Gaussian noise-generators or black-out zones, for example,
do not provide sufficient protection in these cases.

Even the strongest encryption and privacy protection fails if
malicious users manages to spoof an user’s identity.
Therefore, an authentication system that protects real

sensor data must be able to verify the identity of its users.
Notably, the risk of phishing attacks have gained recent
public interest as the attacks have become much easier to
instigate by mass-communications methods (e.g. e-mail,
instant messenger services). Conventional spear-attacks
imply planning, whereas massive phishing attacks rely on
finding the weakest links with the least amount of manual
work. [26] develops a system to prevent passive and active
phishing attacks by deploying a cell phone enabled public
key infrastructure (PKI) based authentication model. They
claim that because the PKI authentication is done out-of-
band it requires the adversary to have intimate network
knowledge or physical access to the mobile device used for
the out-of-band authentication step. The system is complex
to implement, requiring a customized plug-in, and involves
modifications of a local gateway computer and a cell
phone.

In summary, there has been a recent increase with respect to
mobile phone security awareness. This interest has taken
the form of scientific research in platform weaknesses as
well as commercial exploitation of emerging mobile
platforms. The need to analyze the on-device security
model is a major concern, and the need to protect privacy
interest is another. These topics will be described briefly in
the following as they do have implications on the overall
security of our systems.

2.1 Data Anonymization and Pseudonymous
Disclosure control, a sub-discipline of data privacy
protection, has received special attention because of the
prospects of automatic protection without data corruption.
Methods that remove all user identifiable attributes are said
to ‘anonymize’ the data. These disclosure control
algorithms typically introduce some degree of noise into
the data set. Pseudonymous based methods remove
personal identifiers but replaces them with a random
identifier, a pseudonym, for each user. Hence, individual
user behavioral patterns can still be observable.

The challenge has been to find an approach that limits
exposure of private data without limiting the usefulness of
the data. An optimal algorithm, that is an algorithm that
does not loss information but does provide full anonymity,
is considered NP-hard. The sub-optimal algorithms always
requires some compromises to be made. [28]

[28] points out the unique symbiotic relationship between
work in data linkage and in the field of disclosure control.
An achievement in one area is a step-back in the other and
promotes countermeasures to be made by the opposing
part. The thesis outlines four actual systems that have
raised the bar for disclosure control: The Scrub System,
Datafly II System (maintained by Cernegie Mellon’s Data
Privacy Lab), p-Argus System (Europen alternative), and
k-Similar based algorithms. The Datefly p-Argus systems
have been adopted and used by researchers, insurance
providers, companies, and governmental agencies to
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anonymize data. They all work by suppressing information,
either by removal, substitution, or manipulations of
attributes. Datafly and p-Argus, both widely referenced
systems, adds the k-anonymity transformation to the data
samples and clusters users to increase anonymity. Datafly is
found to provide better privacy. pu-Argus on the other hand
provides less distortion and thereby increased usefulness of
data.

Disclosure control works traditionally with a different set
of goals and challenges than authentication and access
control, around which this paper is centered. Whereas the
latter focuses on data access restrictions based on identity
verification, disclosure control does not deal with data
access as it assumes that “controlled” data is anonymized
and safe to distribute.

Due to the fact that disclosure control at its core is an NP
problem, authentication and access control can not be
avoided as a first barrier of the security setup. Even rigid
disclosure control can not guarantee privacy - at least not
without obfuscating data sufficiently to also eliminate the
usefulness of information extracted from it. As pointed out
by [28], the algorithms are built to “primarily protect
against known attacks”. The inevitable arms race between
disclosure control and data linkage research tells us that
what is sufficient today might not be so tomorrow.

The aforementioned thesis also makes it clear that the
current legal policies are insufficient to deal with the rising
demand for regulations in the area of data privacy and
protection.

Furthermore, it is proposed to create a central,
governmental controlled repository for very sensitive
information and only allow companies temporary, 1-degree
access. Hence, data can not be legally disseminated or
retained by third-party companies. This is as an viable
alternative to autonomous database systems, which have
proven limitations and do not protect against cross-linking;
the use of secondary data sources to de-identify
anonymized data. Truly, much care must be taken to protect
the individuals while not ruining the opportunity of
centralized, personal data stores.

2.2 Device and Network Security

Compromised devices are a key vector for the unintentional
release of sensitive data. Recent research has not been able
to prove any major attacks on mobile platforms, although
the smartphone platform has over and over been
proclaimed as the next technology to be viciously exploited
by nefarious users. We have not been able to show evidence
of this happening. On the contrary, it has turned out that
several road-blocks have been in place to protect against
introducers on this platform. One of them, platform
heterogeneity, has made it hard to trigger a single massive
outbreak.

Recent studies have placed more emphasis on the
challenges facing the platforms and network infrastructure
in the coming years. The concern is sparked by the possible
explosion in attacks. The growth in viruses, trojans, worms
has no comparison to the incredible expansive of the
market for mobile devices. Indeed, as of 2008 the actual
count of malicious application is of the order of a few
hundreds. In comparison several hundred millions
smartphones have been shipped - on the Symbian platform
alone [30]. In comparison to the number of 70,000+ known
viruses on the Windows platform [29] the raw number is
easy to dismiss.

[8] proposes a three-layer risk management strategy. First,
devices must be secured from malicious takeover. Second,
the network must be able to filter the traffic. Clearly, these
propositions share great similarity with the existing work
for stationary computers. Unlike these however, the author
suggests to implement an on-device anonymization
mechanism. This means that data will never leave the
device with personal identifiers attached. A ticket system is
implemented to allow the support for complete anonymity
and pseudonymity. The tickets also block adversaries from
corrupting the data by submitting invalid or manipulated
data.

A collaborative approach is taken to protect the network
end-points. The devices send statistics to a central proxy,
which runs a joint detection algorithm. The detection
algorithm relies on statistical analysis and abnormality
monitoring.

The statistical module detects sudden fluxes in network
activities over a large number of nodes. A floating average
of the activity level is used to set the baseline for normal
traffic. Sudden deviations from this are interpreted as a
possible attack.

Abnormality monitoring is used to handle slowly spreading
viruses. It is assumed that viruses contact a set number of
end-points (e.g. sends an e-mail to the adversary with
captured information). Thus, if the monitor observes
repeated connections to a specific end-point the threat level
for that activity will be increased. Whether the end-point is
receptive is found to be irrelevant. Alerts will be sent to the
possible infected population, which can take appropriate
actions using a removal tool. The ticket based
anonymization service is used to protect privacy throughout
the monitoring process.

The strict security models of the available embedded
operating systems, another factor in the slow provisioning
of viruses, might change. If it does, and smartphones
become more open to third-party applications, more viruses
could be created with less effort and expertise. On-device
protection system such as the above-mentioned could
become necessary to contain fast spread of these
infestations by defeating it on the frontline.
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3. USAGE SCENARIOS

The system design was inspired by the work of a selection
of pre-existing mobile applications developed at CENS.
These include DietSense, ARB, Walkability, PEIR,
EcoPDA, Sensorkit, and BlueSense[32]. This evaluation
will focus on an actual application and a new collaborative
application to illustrate the actual usage of the security
framework. The latter is still in the conceptual stage but has
novel properties we will analyze in a security context.

3.1 Personal Environment Impact Report

The PEIR project [23] aims to calculate user pollution
exposure and impact. The calculation is done by comparing
location traces with spatial and temporal models of
pollution. Currently the beta version is limited to the
greater Los Angeles basin. The users carry a Nokia N80 or
N95 cell phone and a bluetooth enabled GPS unit. The
devices captures the user’s location throughout the day. The
data is continuously slogged' via a SSL tunnel to a
permanent storage and tagged with the phone’s unique
identifier (IMEI). At any time the user is able to get an
estimate of exposure and impact on a personal protected
website.

PR wame

Figure 1. PEIR gateway.
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The current version utilizes the security system for storing
sensitive user information such as name, vehicle type, and
phone identifier. The process is bootstrapped by the user
who creates a single-sign-on account directly on the public
PEIR website. The process is performed without revealing
username or password to the application.

A planned update includes authenticated mobile devices as
opposed to the current service, which relies on a basic user
identification system (based on the phone’s IMEI). This
change is needed to prevent impersonation attacks, avoid
leakage of data buffered locally on the phone, and prevent
malicious users from corrupting sensor readings by
spoofing a device IMEL

3.2 BlueSense

The BlueSense project targets to locate lost bluetooth
devices by piggybacking on connected phones’ bluetooth
scanners. The work is still in a conceptual state but the
collaborative properties makes it an interesting security
case to analyze.

In a typical usage scenario a client sends a search request to
the BlueSense server. An informed heuristic tells the server
to broadcast the request to users that are within the
perimeters of the search area. The receivers will
opportunistically and automatically scan for all devices and
send back the result to the BlueSense server. Spatial
location such as cell tower information or GPS coordinates
will be returned with the result. Users can only search for
devices that have been paired with their account.

In the security analysis we find three critical conditions that
must be handled by the security system:

1. The search request must be protected such that only the
server can view the MAC address that it is searching
for.

2. The user must be authenticated such that the user can
only search for objects that belong to themselves or
objects for which they have been granted search access
for by other users. Parents may for example pair their
phones with their child’s bluetooth tagged toy.
Obviously, users should not be able to track objects for
which there is not a mutual agreement to do so.
Consequently, secure user device authentication is key
to the systems success.

3. The response packets must be protected as they may
contain enough information to track the contributing
individuals. Only the server must be able to open and
process this information.

The BlueSense system concept relies on end-to-end
protection, which is provided by the security system’s
authentication and communication interface. Furthermore,
the proposed data processing interface enables the remote
BlueSense service to acquire the search results before
returning anonymized information to the user who
initialized the search. This protects the contributers from
monitoring by remote parties.

4. DESIGN PRINCIPLES

It is our intent to provide a system that requires minimal
action from the users but still supports various degrees of
privacy protection for each individual application.

1 Term coined by the sensorbase.org storage service. Slog is a portmanteau of “sensor” and “log” and reflects the spirit of sharing of

information represented by blogs.
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Figure 2. System diagram.
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We assume a worst case scenario where the user is more
interested in effectiveness than security of private
information. From this we created a list of user behavior
assumptions that we believe the system must be able to
handle:

1. The technical details of the system design are for most
users irrelevant and users might be unaware of the
implications of limited privacy protection guarantees.

2. As long as the owner of an application, e.g. a company
or organization, is trusted, users are willing to delegate
significant responsibility to the application.

3. Sensitive information will be shared as long as there is
a positive benefit of doing so, even if the negative
implications remain largely unknown.

4. Applications can not burden the user with privacy
protection details. The perfect application is able to
perform acceptable configuration autonomously on the
users behalf.

We therefore outline a system design that with a minimal
design provides differential security based on the actual
data usage risks. The weakest configuration requires only
partial encrypted communication whereas highly
confidential information can benefit form the stronger
setting, which requires end-to-end secure communication
and guarantees confidentiality of all stored data.

The user authentication will be performed in the same
manner across all platforms and will rely on a username
and password combination. Hence, whether the user is
uploading data from her cell phone or accessing statistics
on a common website the login procedure will be the same.
How to avoid identity attacks and unauthorized data access
in this simplistic authentication schema will be described in
the following sections.

The system can avoid having the user enter username and
password every time mobile applications are launched a
secondary, asymmetric key based protocol can be enabled.
If enabled, the user login will be impersonated on
subsequent login and allows secure transfer of data from
the phone to the back-end system.

5. SYSTEM ARCHITECTURE

The proposed secure system is built on top of the Kerberos
and OpenSSL platforms, which have proven secure,
reliable, and commonly available for a large number of
platforms (including mobile devices). We define five
objectives for the secure system:

I.  Authenticate users

II.  Authenticate third-party applications

II.  Securely relay data to permanent storage

IV. Project sensitive user information in central storage
V. Provide a secure interface for remote data processing
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Figure 3. Dispatcher (authentication and user)
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The Dispatcher service shown in Figure 2 is the central
work delegation unit. It handles the establishment of
encrypted tunnels, access to local or remote storage servers,
and maintenance of the user database. The dispatcher can
be accessed through a secure tunnel, the TLS server, or a
web authentication front-end. The TLS server performs
data slogging, data fetching, manipulation of the user
database, and authenticate of applications and users. The
web interface provides single-sign-on features for users and
is built on the Kerberos enabled WebAuth implementation
from Stanford University [27].

The Kerberos key distribution server contains a complete
list of all registered virtual users. The server is a standard,
symmetric key-enabled distribution of Kerberos 5 for
Ubuntu. It does not contain any personally identifiable
information, unless of course the username itself exposes
the users physical identity.

User information and user-application trust relationships
are stored in the User Database server. The database is
designed to contain unique phone identifiers (IMEI),
detailed user information, and lists of applications the users
trust and subscribe to. The database also contains
information on all registered third-party applications. The
public key of each application is stored with its meta-
information and read whenever an application tries to
authenticate with the server over the TLS protocol.

The data processing interface is designed to be exposed
through the Dispatcher and may in future versions be used
to fetch data for pre-, post-, or real-time processing. The
processing interface will provide third-party applications
with full, restricted, or anonymized access to user data.

5.1 Third-party Applications

Applications are considered untrusted entities by the
system. Thus, when users are created in the system their
data are private, that is, no application can access or modify
any users data. When a user choose to subscribe to an
application the application will be permitted access the user
information.

Given these points, application access control is available
only as a binary option; applications are granted either full
or no access. The access control layer has been kept
simplistic for several reasons. First, it is presently unclear if
there will arise a need for advanced access control and what
that need will be. We have observed that our active
applications do not currently require this level of
complexity. According to the design principles, it is the
assumption that the design decision should limit the burden
on the users without limiting neither usefulness nor control
and rights of data.

Despite the fact that the users are assumed to trust the
applications they join, the security system underneath does
not. Therefore all user authentications with third-party
applications are designed in such a way that the user never
has to expose credentials to others but the fully trusted
security system. We accomplish this by deploying a
centralized, single-sign on (SSO) web authentication
interface. SSOs generally work by redirecting the user to a
central interface when entering username and password. In
our case this is the security system An encrypted session
token (containing a Kerberos ticket) is then forwarded to
the third party application, which proves the identity of the
user by decrypting the session token and verifying with the
central server. Applications that try to modify the
authentication exchange are obviously violating the terms
of use.

5.2 Kerberos Authentication

The system uses Kerberos V for authentication of users
over untrusted connections. In particular, Kerberos is used
for user authentication with third-party applications and for
preliminary authentication of new mobile devices.
Kerberos IV is not supported as it has several known
weaknesses [3].

In our system, a device in a pre-authenticated state can not
perform TLS authentication, as the deployment of the
user’s private communication key has not yet happened.
Therefore only server verification is possible doing the TLS
hand-shake process. The client authenticates with the
security system as a Kerberos client, requiring only a

Page 6



username and password. The user will already have this
information from the initial sign-up process.

If the Kerberos authentication is successful, a private
communication key is pushed to the device. A temporary
one-way authenticated TLS connection (in which only the
server authenticates to the client program) is established for
the key provisioning. When the private key is transferred
the temporary tunnel is closed and replaced by a mutual
authenticated tunnel for which the user now may
authenticate using the newly provisioned private key.

The choice of Kerberos for user authentication has several
advantages (and a few disadvantages, which will be
described shortly):

1. Authentication is centralized. Users do not have to
reveal credentials to third-parties and can benefit from
transparent single-sign-on to multiple applications.
User management is also centralized and accounts can
be disabled immediately if misused or compromised.

2. Common attacks on accounts and sessions are
prevented using Kerberos, which uses symmetric
encryption, sequence numbers, mutual authentication,
and session timeout to eliminate replay, session
hijacking, and eaves-dropping attacks.

3. A nonce is generated to verify the user remotely. As a
result the user never has to expose his/her password
over the network and the password is only kept in local
memory for a few milliseconds.

There are few draw-back using Kerberos and system
administrators and application developers must be aware of
these:

1. The Kerberos sequence number relies on synchronized
time stamps. Applications and clients must therefore
synchronize their time periodically. The tolerance is
relatively high, usually of the order of several minutes.

2. If the Kerberos server is disconnected no one can
authenticate as the all communication has to pass
through the central Kerberos server.

3. If the Kerberos user database is compromised all user
accounts must be regenerated. This may happen if an
adversary gains access to the Kerberos server and
obtains the key for the user database.

5.3 Secure Communication

Secure tunnels are used throughout the system to verify the
identity of clients and applications and establish encrypted
connections. The server is configured to accept TLS (also
known as SSLv3) connections but disallows SSLv2 mode.

SSLv2 has several proven weaknesses making it unfit for
modern applications[35]. To illustrate, adversaries can

force SSLv2 servers to reverse to 40 bits encryption in the
hand-shake process, which makes it a trivial operation to
break the encryption. In addition SSLv2 does not perform
periodic renegotiation of the symmetric key pair used for
data encrypted and attacks can benefit from the unlimited
time window to break the symmetric key.

Table 1. Asymmetric encryption and certificate settings.

Hash Cipher TLS CA
Algorithm | SHAl | AES RSA RSA
Key length | 168bit | 256 bit | 1024 bit | 4096 bit

Pass-phrase N/A N/A | Optional | No

The system is designed to use different encryption keys for
handling of storage and transmission. Even if one key pair
is compromised the damage is reduced by having two
orthogonal key configurations.

The transmission key can be used for authentication and
establishment of secure channels only. Specifically the
private key is valid only for transferring sensor data to the
server and is insufficient for accessing raw data. Meanwhile
it is sufficient to access non-encrypted and non-sensitive
information; e.g. anonymized aggregates of data samples.

This setup insures that even if a device and a private key is
stolen the potential damage is limited. A malicious user
would at most be able to send obfuscated data and only as
long as the key has not be added to the list of revoked
certificates.

5.4 Secure Storage

Protection of stored data relies on an auto-generated storage
key-pair. The key-pair is used to support two types of
storage protection: On-device buffer encryption and
permanent remote storage encryption.

To support secure deferred upload, that is, temporary
buffering of data on the mobile device, the system design
supports an on-device data encryption. To accomplish this,
the public storage key is pushed to the device. The device
uses the public key to encrypt any data before storing it to
the flash memory.

To unlock the data the intruder has to get access to the
private key, which is stored on the back-end system and
may be protected by an additional symmetric encryption.
The 256 bit Advanced Encryption Standard (AES) cipher is
chosen for the purpose of encryption of private-keys on the
server. The size and run-time of AES is negligible
compared to the risk of exposing the private key in an
attack.

If the user chooses to permanently store data as encrypted
data it is the server’s responsibility to encrypt all data it
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receives from the user. For this purpose it uses the public
storage key stored with the user information.

5.5 Server-side key generation and

management

Key generation can be a costly process. The system uses
server-side key generation to reduce power consumption on
the mobile devices and to avoid revealing sensitive private
keys. It can be done because the server itself is a trusted
system and it is therefore not necessary to delegate this
responsibility to the user’s device. This approach also has
the benefit that the much faster server can reduce the
initialization delay on the phone. On-device key generation
may take several seconds whereas it is a matter of
milliseconds on the server hardware.

The key generation is done on user creation. The server
first generates two RSA 1024 bit key pairs. One is used for
communication only. The other is used for encryption of
stored data and is optional. The former is in particular used
for device authentication and the private key is stored on
the mobile device. If the key pair is compromised the
central key management system can revoke the key. The
storage key is used if the user choose to protect his or hers
data. The private key never leaves the (trusted) security
system.

5.6 Configurable security constraints

The level of protection is designed to be adjustable by the
user. In accordance with the design principles it may be
advisable to have the application set a security template
that users may easily adopt or simply approve. This model
allows an individual tradeoff between ease of use and
safety. Table 2 outlines the customizations options available
to the user.

Table 2. Technical User Security Options.

Options Pass-phrase
Storage On/Off Optional
Communication On No
Data Access On/Off No

If the user chooses to pass-phrase protect its private storage
key data processing can obviously not be done
autonomously. Instead, processing access must be explicitly
granted by the user. The user can grant access by either
login in from a mobile device or through a web interface
and approve outstanding processing requests. As part of the
process the user must also provide the secret pass-phrase to
the security system. The system fetches the encrypted data,
decrypts the data using the locally stored private key and
the pass-phrase supplied by the user. Finally, the data is
sent to local or remote processing services. Output from the
processing service can be redirected to the client or stored

on the application’s own server. When the transaction ends
the security system erases the pass-phrase from memory.

The highest encryption level also complies with the US
governmental encryption standard for top secret
information [9]. Yet to use this level of protection external
applications have to comply with several requirements: The
data storage must be able to accept and work on encrypted
contents and the (optional) processing server must not store
raw data locally.

Applications can of course retain or leak data but will
compromise the security schema by doing so. Recent
research have shown how to avoid data leakage in inter-
process communication by “tainting” data with security
labels[36]. Extending their idea to include remote-
procedure calls may help solve the data leakage problem.

As of now it is possible to retain and leak information
because the design does not prevent all types of data
misuse. Eventually there has to be an element of trust
between users and applications. The security design seeks
to break-down the security decision to a few simple options
for the user to choose and understand. It is the assumption
that users with severe privacy concern will make the extra
effort to understand the system and application guarantees.
Once learned this knowledge can be reused for all third-
party applications.

6. RISK ANALYSIS

The system is designed on the premise that user verified
third-party applications are fully trusted entities. The access
control schema and protection level for trusted level is
therefore kept simplistic: Upon user verification an
application can read all the user’s data.

The system behaves conservatively in the sense that all
unverified applications and unknown users per definition
are untrusted. In the following, various threat models will
be described in the context of the system implementation
presented in this paper.

6.1 Public Key Infrastructure (PKI)

Whereas typical symmetric key algorithms are secure with
moderate key lengths, public key infrastructure algorithms
requires significantly longer cipher lengths to ensure the
same level of protection. To illustrate, 196 bits are
considered practically unbreakable in AES. In RSA, a
widely used asymmetric encryption standard, the key
lengths are recommended to be at least 1024 bits to ensure
an accepted trade-off between security and performance.
Longer keys (2048 or 4096 bits) are recommended for
sensitive applications and applications with extended life-
time such as certificate authorities. Nonetheless, in any
contemporary encryption algorithm there is always a risk of
key compromise. A compromise can happen if the private
key is physically stolen, reverse-engineered in a malicious
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cryptanalysis attack, or simply discovered in a brute-force
attack.

To counter either attack type the security system makes use
of the PKI revocation protocol. Keys can be revoked by
administrators due to suspicious activities and users can at
any time request immediate revocation of key-pairs. Public
keys used for on-device storage encryption must hereafter
be replaced as soon as the client reconnects. Already
encrypted data on the server will be re-encoded using the
new storage key-pair. Private keys used for authentication
on the client device must likewise be replaced by re-
running the Kerberos authentication protocol on the client.

6.2 Phishing attacks

Phishing is the activity of obtaining user credentials by
coaxing the users to reveal their login secrets to the
adversary. Whereas protocol level attacks and spear-attacks
are usually used to gain access to select systems, phishing
shares the scalability property of SPAM; the attacks can be
initialized by e-mail or by posing as a well-known internet
service and rapidly reaching a large audience.

Generally phishing attacks can be broken down into two
categories. Passive phishing attacks aim to expose valuable
user information; for example username and password
combination. This information that can be used offline and
passively without the active assistance of the user. This is
as opposed to active phishing attacks, which are special
cases of man-in-the-middle-attacks. The active subtype is
fit for scenarios with more advanced security constraints
such as out-of-band authentication. In the banking sector
electronic code generators are used to avoid passive
phishing attacks. However, they do not prevent active
phishing attacks. [22] suggests a design that mitigates both
active and passive phishing attacks with the use of a special
cell phone application.

Phishing exploits the fact that systems can easily be
compromised from within. Despite careful design of the
underlying systems, users can often easily make the system
vulnerable by leaking information. Often offers of
immediate rewards are used to convince users to
cooperate. The adversary might disguise the attack as an
urgent security message or easy access to entertainment
contents. As McGraw & Felten [16] notes, “Given a choice
between dancing pigs and security, users will pick dancing
pigs every time.”

Several papers have developed methods to block phishing
attacks, yet most [22] rely on either some degree of user
awareness or proprietary plug-ins with limited market
penetration.

6.3 Man-in-the-middle attacks

The Kerberos authentication and TLS communication
protocol used in the system implementation prevents most
common attacks such as replay of packets and

eavesdropping. However, they do not protect against active
man-in-the-middle attacks as used in impersonation attack.

For example, assume an impostor sets up an site that is
visually identical to a third-party application. This
malicious site also acquires a name and SSL certificate
similar to the spoofed application. The site can now
forward all requests to the application and, with the
cooperation from the end-user, access all the data the user
can access through the real application. The proposed
system does not attempt to solve this problem as it relies on
the user to identify the real site by verifying domain name
and SSL certificate.

6.4 Subpoena Duces Tecum

Court orders to reveal evidence in a criminal case, a
subpoena, adds a special case to the risk scenario.
Involuntarily exposure of data due to legal actions may be
very harmful to the users of the system and it also raises
critical questions to the value of service. A risk of legal
proceedings can by far out-weigh the benefit of the service.

The owners of the security system can at any time be
subpoenaed to hand-over otherwise privacy protected data
to the authorities. To protect the users, special care must be
taken. Sensitive information data must be stored and
encrypted in a fashion that allows only the users themselves
direct access to their data. Nonetheless, the data processing
service must still be able to view the data. If the data
processing can not be performed, the immense amount of
information has little or no value to the users.

The system design supports a configuration that allows data
processing without permanent risk of exposure. This
configuration, which is also the highest security level in the
system, is built-in to handle the special case of a subpoena.

First, all confidential user data is encrypted with a pass-
phrase only the users know. Second, data processing by
third-party applications are granted on a per session basis.
Third, data retention by anyone other then the encrypted
back-end server is prohibited by the terms of use.
Consequently, applications who do not comply to the terms
of use can risk legal actions from its users.

For further protection it is proposed to allow the user to
setup auto-aging of data. Users must be aware that periodic
deletion of data may be acceptable for some applications
whereas others will experience lower quality of service if
all data is not available. Last, the user can erase any subset
or all data on command. For completeness, the system
should implement a multiple-overwrite algorithm to
remove all traces of data. A failure to effectively delete the
data from the disk can invalidate the usefulness of both
aging and deletion on demand.
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Figure 4. Throughput (SSL/EDGE)
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7. Performance

Public key infrastructure (PKI) has been notorious for
heavy processing requirements. Performance measurements
performed previously on commonly available mobile
devices show significant overhead for certain PKI
operations [5]. In this study performance on mobile clients
and on the server is measured. The mobile client
performance is compared to the raw performance of an
unencrypted data transfer.

7.1 Mobile client performance

On the client side, key generation is considered the most
expensive operation. It has previously been shown to take
up to a few to tens of seconds [20] to generate a RSA key-
pair. Encryption and decryption were recorded to be several
orders of magnitude faster, but the exact test conditions
were not well-defined. Furthermore, one would expect a
significant speed-up as the handshake process completes
because after this, the data encryption is switched to
symmetric encryption, which is both faster to compute and
requires less data-overhead.

For comparison, tests were performed on an unencrypted,
unauthenticated client application developed at CENS
(Campaignr). The client, which is a native Symbian
application, transmits data via TCP/IP. A T-Mobile EDGE
data plan was used for all tests. All tests were performed in
an urban environment.

The tests were performed in a noisy and in a non-noisy
environment. The noisy environment was characterized by
competing mobile communication in an indoor office
space. The non-noisy environment was also performed
indoors but with little or no competing mobile
communication. The mean transmission speed for the noisy
test setting was 2 kB/s and the mean transmission speed for

512 bytes [l 1024 bytes

15.0 225 30.0
Uploads

2048 bytes | 4096 bytes

the non-noisy test setting was 9 kB/s. Results are shown in
Figure 4.

A customized TLS client implementation was developed to
replay actual sensor data. The client program ran on Nokia
N95 (ARM 11 332 MHz, 160 MB RAM, Symbian S60 v
9.2 OS). Symbian S60 has no current support for mutual
PKI authentication so instead a client was written with a
Nokia maintained port of OpenSSL [18].

The setup time for the SSL connection was of the order of a
few seconds (ranging from 2-3 seconds). This include load
and exchange signed certificates, agreeing on encryption,
MAC, symmetric cipher, and message hash. Once the
initial hand-shake is ended these values are re-negotiated
occasionally.

Figure 5. Throughput (HTTP/EDGE).
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Subsequent tests were performed in the non-noisy test
setup. Intuitively, small data chunks incur a larger network
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Figure 6. Throughput w/ multiple clients.
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and encryption protocol overhead due to their relative
smaller size. The protocol overhead makes it advisable to
transmit large chunks of data. Images, video, and audio are
generally large enough to be sent individually but small-
sized sensor readings - such as location data - has to be sent
in batches to reduce the relative protocol overhead.

7.2 Scalability

On the server side, service is largely constrained by the
degree of support for concurrent SSL/TLS connections.
OpenSSL, the software platform the server is built on, has
previously had known problems handling more than a
hundred parallel connections per second [35]. Recent
advances in hardware and optimizations of the library itself
justifies to re-evaluate the measurements. The experimental
implementation was made using the Python pyOpenSSL
0.7 port of OpenSSL. One may expect a slight slow-down
due to the overhead of an interpreted wrapper language.
Nonetheless pyOpenSSL itself is written in C and as a
compiled library should provide comparable results to the
original implementation.

The experiment provides an estimate of the number of
concurrent connections in a realistic test scenario. Results
are shown in Figure 8. The server was a dual quad-core
Intel Xeon 2.83 GHz machine with 4 GB of shared
memory. While a server in a real setup also has to process
and redirect data streams, not all resources can be allocated
to the SSL server alone. To simulate this constraint, a
proportional share of client threads was run on the machine
itself.

Nonetheless, the CPUs never became more than 20%
utilized and no swap-memory was used. The increase in

Lwi‘

750 clients 1250 clients
30 B 20 B 50 130
kB/S

number of successful simultaneous connections was shown
to peak around a 1000 clients, yet timeouts was observed
with only 500 clients trying to connect. The implementation
was not optimized for the multi-core processor
configuration  and this might have been a factor in
performance drop-off.

Figure 7. OpenSSL Concurrency.
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7.3 Throughput stress-test

Tests were performed to measure the degradation in
throughput with multiple connections to the server. A test
server spawned a constant number of client threads, which
simultaneously sent data to the TLS server. A separate
process on the server would spawn additional clients to
increase the stress level on the server itself. The graph
shows the distribution of data transmission speeds observed
by the connected clients. The absolute number of
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Figure 8. Dispatcher (data processing).
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transferred packets is not measured by the test as the five
tests were run for variable lengths. Also notice that of the N
clients only a subset would succeed in connecting to the
server (see previous concurrency graph for details). The test
with 750 clients seem to provide the best throughput
distribution, but we have to keep in mind that even small
increments in peak throughput outperforms moderate
throughput rates by several orders of magnitude (notice the
difference between 10 kB/s and 130 kB/s).

8. FUTURE WORK

The next-generation security system is designed to allow
processing of data by third-party applications. The
proposed data processing API is currently in a prototype.

As has been shown the system does not prevent non-
complying applications from retaining data copies locally.
Yet, the term of use of the security system combined with
the non-repudiation application authentication schema does
make it possible to hold misbehaving application
responsible for their actions. Supposedly this will create a
strong enough incentive to the keep the information
protected.

The processing APl prototype incorporates four distinct
software layers (excluding the general TLS interface 0) to
support the three aspect of data processing. They are
decryption (1), processing (2), encryption (3), and storage
4).

1. Pre-processing is the activity of processing incoming
data. Pre-processing relies on (optional) decryption of
incoming data. If the data is not encrypted the data is
simply “piped” to the next module. The decryption
sink behind the TLS server serves the purpose of key
lookup and decryption. Hereafter the processing
module pushes data to subscribing application, which
must have a standardized interface open for the

incoming data stream. This link must, likewise, be
encrypted and mutually authenticated between the
system and the application. Whether data will be
dispatched to third-party applications depends on the
users individual preferences. The processing module is
responsible of verifying the user’s preference and
taking appropriate action.

2. Post-processing is the activity of processing stored
data. Post-processing is performed offline and enables
applications developers to perform heavy computations
during time windows with less workload (e.g. during
the night). The application initializes the process by
sending a data request to the dispatcher, which in turn
will fetch, decrypt (if necessary), and dispatch the data
to the requesting application. For post-processing, the
storage module is responsible of verifying the user’s
preferences before fetching data.

3. Real-time processing is the activity of on-demand
processing of data. Real-time processing refers to the
situation where user encrypts data and does not supply
a non-protected private key to the security system. In
this case only the user can view data and processing
can not be performed autonomously. Instead the user
grants “real-time” access by supplying the private keys
pass-phrase on a per-session basis. Application that
needs to guarantee this level of security has to be able
give real-time guarantees on the upper-bound of the
processing time.

Device handling is currently limited by design. In particular
the system does only support one-to-one mappings between
users and devices. It is likely that users will need to capture
information from several devices and application will need
to feed data to different devices. An efficient and secure
handling of multiple devices is therefore necessary.
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The performance test of the client application registered
high fluctuations in signal quality and transmission rate.
The reasons for the fluctuations are not immediately visible
to the user. Due to power limitations it is advisable to
upload as power efficiently as possible. The negative
impact of uploading under poor conditions are manifold
and complex. Noisy connections causes the radio to turn up
the power output and packets may get dropped. As we use
TCP/IP for transmission this will result in retransmission
and further delays due to the back-off algorithm. The
considerable overhead of encrypted connections makes it
imperative to solve this problem. Compared to unencrypted
connections the SSL tunnel is about 40% slower.

To illustrate, an heuristic could use the connectivity history
to derive the hidden markov model of the spatial and
temporal connectivity patterns. This knowledge would be
beneficial for client applications to predict when to send the
next data burst. One should expect positive gains if the
client buffer data and only sends data doing periods with
predictable long intervals of high-quality connectivity. Still
the system has to be able to make the trade-off between
quality and pre-emption; if too much data is buffered the
system may never be able to catch-up. The upload heuristic
is not in the direct scope of the security system, but has to
be considered sidewise as the security system requirements
increases the demand for a more effective mobile client
application.

Minor unresolved tasks includes integrating the security
prototype module into the Campaignr client application for
Symbian S60 OS and eventually porting the code to
Windows Mobile.

9. CONCLUSION

This paper describes the architecture of a security platform
for sensor data harvesting and processing for pervasive
devices such as cell phones. The system is centered around
a secure gateway, the dispatcher, which establishes secure
and trusted connections to its peers. Standardized public
key infrastructure and Kerberos authentication are used to
establish the secure channels with clients and third-party
applications.

Third-party application can be granted access to user data
while the security system has the sole responsibility of
following the users privacy preferences. The system does
not currently incorporate automatic data anonymization
features, such as the k-anonymity model, though it is
possible to add this module to the design.

The performance measurements showed that the current
version can handle several hundred concurrent connections.
The throughput rate is expected to drop approximately 50%
compared to non-encrypted connections. The throughput
rate is highly dependable on the data chunk size. According
to the measurements, chunks of 4096 bytes achieve a mean
throughput rate of 5-6 kB/s. Advanced upload heuristics are
suggested to be built-in to the upload client module of

Campaignr, the current sensor platform for mobile devices
developed at CENS.

An architecture for secure data processing by third-party
applications is proposed and scheduled for implementation
in the next generation security system.
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12. APPENDIX A: Server Manual

The manual contains a comprehensive list of features
available in the current version of the Dispatcher
implementation. The functions are accessed through the
uniform TLS interface. Applications have to acquire a
public/private key-pair from an administrator before
connecting.

12.1 General Comments

Applications can only set and fetch user data for users that
are already included in the application. This happens when
either the user is created by the application or the user itself
requests membership through a planned root application at
CENS.

Inputs should be formatted as a valid JSON string using the
arguments listed below. Arguments surrounded by brackets
([1) are optional. To illustrate, create user would accept the
following string:

{"command":"create_user",
"arguments":{"user_id":"john_doe",
"imei"; 355564011850111}}

When a function succeeds the return value will be
formatted as:

{"return_value":[value]}

When an error occur the return value will be formatted as:

{"return_value":{"error_code":
[code],"error_message":"[text]"}}

Where [code] is an integer less than 0. The error message is
optional and might not be returned.

Function suffixes "...for applications" and "...for users"
indicates by whom the function can be called.

User ids must contain the Kerberos realm, e.g.
user@URBAN.CENS.UCLA.EDU. WebAuth returns the
Kerberos principal stripped off the realm and it therefore
has to be appended by the application server. Application
user ids should only have the Kerberos realm appened if the
application user id is the same as the user id, which is the
case for applications that do now have its own
authentication system.

12.2 Functions

create_user (user_id,[password],
[application_user_id],[imei]) for
applications

Creates an Kerberos principal (if it does not already exist,
otherwise an error are returned) and inserts a new user tuple
in the database.

Return Value:

{"return_value":"[Kerberos
principal]"}

set_application_user (application_u
uid,[application_user_id],[imei])
for users

Applications are currently not allowed to perform this
action as it would break the access control schema.

Return Value:

{"return_value":[int]}

get_application_user
ser_id) for applications

(application_u

Gets the user information for a member of an application.
application_user_id is equal to user_id if an
application_user_id was not supplied upon user creation
(see create_user call).

Return Value

{"return_value":{"imei":[int],
"user_agreement":"[datetime]",
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"privacy_policy":"[datetime]",
"first_login":"[datetime]",
"recent_login":"[datetime]"}}

get_application ([app_uuid])

Returns the application data for the application uuid
specified. The application_uuid is optional for calls made
by applications. If omitted the application's own data will
be returned. The "key" return value is the public
communication key for the application.

Return Value:

{"return_value":
{"uuid™:"[string]","ip":"[string]"

,"name":"[string]","key":"[string]

"1

get_users () for applications

Returns a list of users that are subscribing for the calling
application.

Return Value:

{"return_value™:
{{"user_id":"[string]"}, ..}}

get_applications 0
Returns a list of all applications in the system.

{"return_value™:{"[application
name]":{"uuid™:"[string]"}, ..}}

get_user_applications

() for users

Return a list of applications for the calling user.

Return Value:

{"return_value":{"[application
name]":{"uuid":"[string]"}, ..}}

remove_application () for
applications

Removes the calling application and all user mappings. The
call is non-reversable.

Return Value:

{"return_value":[int]}

remove_application_user
n_uuid) for users

(applicatio

Removes a user from an application. Users must specify an
application_uuid. Users can only remove themselves.

Return Value:

{"return_value":[int]}

remove_application_user
[application_user_id]) for
applications

(user_id,

Removes a user from an application. Applications must
specify either an user id or an application user id.
Applications can only remove its own users.

Return Value:

{"return_value":[int]}

get value (user_id, index) for
applications
Gets a value from the key-value pairs in the database. The

application can fetch its own data by setting user_id to its
own id.

Return Value:

{"return_value":"[string]"}

get value (index, application_id)
for users
Sets a value from the key-value pairs in the database. The

user fetches data form various application by setting the
application_id to the applications he/she is part of.

Return Value:

{"return_value":"[string]"}

set value (user_id, index, value)
for applications

Sets a value of the key-value pairs in the database. The
application can set its own data by setting user id to its
own id.
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Return Value:

{"return_value":[int]}

set_value (index, value,
application_id) for users

Sets a value of the key-value pairs in the database. The user
sets the application_id to store the data in the respective
applications key-pair value bin. Hence, making the data
available to that specific application and no others.

Return Value:

{"return_value":[int]}

delete_value
applications

(user_id, index) for
Deletes a key-value pair from the database. The application
can delete its own data by setting user_id to its own id.

Return Value:

{"return_value™:[int]}

delete_value (index,
application_id) for users

Deletes a key-value pair from the database. The user
deletes data from applications by setting the application_id.

Return Value:

{"return_value":[int]}

set_timestamp
applications

(user_id, index) for

Sets a timestamp in one of four predefined user fields for
the calling application. index argument must be equal to
"privacy policy", "user agreement", "recent login", or
"first login".

Sets the consent field for the application's user id to the
current time. For all fields except recent login the field can
only be set once.

Return Value:

{"return_value":[int]}

test ()

Simple request-response function to check the connection
is established and the server is running.

Return Value:

{"return_value":"client
successfully connected"}

goodbye ()
Performs a graceful shutdown of the connection on the
server side. It is not required but highly encouraged.

Return Value:

{"return_value":"goodbye"}

13. APPENDIX B: Configuration of Single-

Sign-On web-service

This configuration example is for the Apache web-server. It
is meant to show the few simple steps needed to configure
the back-end WebAuth authentication service (referred to
as the WebAuth KDC) and to configure the application
server (referred to as the WebAuth WAS). It is is assumed
that Kerberos 5 is already successfully configured on the
WebAuth KDC server; process with equally few
configuration steps.

13.1 WebAuth KDC
[11 Setup Apache SSL certificate

[2] Edit /etc/apache2/mods-enabled/webauth.conf

WebKdcServiceTokenLifetime 30d

WebKdcKeyring /var/lib/webkdc/
keyring

WebKdcKeytab /etc/webkdc/keytab

WebKdcTokenAcl /etc/webkdc/
token.acl

[3] Change file permissions

Ivar/lib/webauth/keyring (apache
read+write)

/etc/webauth/keytab (apache read)

/etc/webkdc/token.acl (apache
read)

[4] Create keytab for Application Server Kerberos account
(service/krbkdc@URBAN.CENS.UCLA.EDU)
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[5] Copy keytab content into /etc/webauth/keytab

[6] Edit /etc/apache2/sites-available/default

NameVirtualHost *:80
NamevirtualHost *:443
<VirtualHost *:443>

ServerName
auth.urban.cens.ucla.edu

DocumentRoot /var/www/

ScriptAlias /login /usr/share/
weblogin/login.fcgi

<Directory "/usr/share/
weblogin">

I AllowOverride None

I Options +ExecCGI -MultiViews
+SymLinkslfOwnerMatch

I Order allow,deny
! Allow from all
</Directory>
<Location /webkdc-service>
SetHandler webkdc

</Location>

# Uncomment to enable debug page
# WebAuthDebug on

# <Location /webauth-status>
# SetHandler webauth

# Order allow,deny

# Allow from alll

# </Location>

SSLEnNgine on

SSLCertificateFile /etc/
apache2/ssl/apache.pem

</VirtualHost>

(7]

Install software dependencies

sudo aptitude install libapache2-
mod-fcgid

sudo aptitude install libcgi-fast-
perl

sudo aptitude install libhtml-
template-perl

sudo aptitude install libwebauth-
perl

sudo aptitude install webauth-
weblogin

13.2 WebAuth WAS

(1]
(2]

(3]

(4]
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Setup Apache SSL certificate
Install software dependencies

sudo aptitude install libapache2-
webauth

sudo aptitude install php5-curl

Create symlink in /etc/apache2/mods-enabled for:

mods-available/webauth.load

mods-available/webauth.conf

Edit mods-enabled/webauth.conf

WebAuthKeyring /var/lib/webauth/
keyring

WebAuthKeytab /etc/webauth/keytab

WebAuthServiceTokenCache /var/lib/
webauth/service_token_cache

WebAuthSSLRedirect on

WebAuthWebKdcURL https://
auth.urban.cens.ucla.edu/webkdc-
service/

WebAuthWebKdcSSLCertFile /etc/
apache?2/ssl/apache.pem

WebAuthLoginURL  https://
auth.urban.cens.ucla.edu/login
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WebAuthWebKdcPrincipal service/
webkdc@URBAN.CENS.UCLA.EDU

[5] Change file permissions

/var/lib/webauth/keyring (apache
read+write)

/etc/webauth/keytab (apache read)

Ivarl/lib/lwebauth/
service_token_cache (apache read
+write)

[6] Request keytab for Application Server Kerberos
account (webauth/
[FQDN]@URBAN.CENS.UCLA.EDU)

[7] Copy keytab content into /etc/webauth/keytab
[8] Edit /etc/apache2/sites-available/default

NameVirtualHost *:80

NamevirtualHost *:443

<VirtualHost *:443>
ServerName [domain.tld]

DocumentRoot /var/www/

<Directory "/var/www/secure">

AllowOverride Limit
AuthConfig Options

AuthType WebAuth
Require valid-user

</Directory>

<Location "/logout">
AllowOverride All
WebAuthDolLogout on

</Location>

SSLEnNgine on

SSLCertificateFile /etc/
apache2/ssl/apache.pem

</VirtualHost>
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